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A goal for networking research should be to handle the management and control complexities that come from rapid growth in terms of the systems’ size and technological heterogeneity, their expanding service offerings, as well as the raising user and administrative demands. 

System design has often tried to weigh performance against complexity. However, it is not clear what complexity metrics should be used for networks. Architectures and specific protocols might be subjectively judged as scaling poorly or simply as being “kludges,” but this does not offer a sound basis for comparison. It is therefore difficult to propose designs that are simpler than the prior art since there is no clear way of quantifying the simplicity. Particularly if the simplification comes at a cost in performance or functionality, how much simpler must it then be to be an improvement? 

We are working on the design and evaluation of a service architecture for the Internet that allows scalable implementation, a clear basis for charging, and easy management. Our deterministic service relies on a service-specific signaling protocol that only has the purpose of setting up, refreshing, and tearing down reservations in the fast path; garbage collection of the reservation state due to loss of signaling messages is handled separately from the signaling. The service builds on non-work conserving scheduling to ensure that delay bounds exist for all reservation levels and number of hops (not the case for expedited forwarding in diffserv). The simplicity follows from the design goal to have additive reservation states for all network links which means that reservations are simply added or subtracted for allocation and de-allocation of resources to a flow. The continuation of the work is aimed at introducing limited state in the network also for the routing of flows to allow traffic engineering. 

The second, statistical service class simplifies the network by administering admission control from the end systems. A path across the network is then seen as a channel with a loss level bounded by the admission control; it is a channel for which higher quality levels can be reached by error-control coding. Both service classes depend on support of the routers for scheduling, and also for resource reservation in case of the deterministic service. We are therefore simplifying the architecture further in an attempt to provide service differentiation at the transport level. Transport level differentiation may be more readily introduced and might then lead to QoS enhancing mechanisms in the network, which will improve the service differentiation and allow the deterministic service. The implemented architecture will serve as a proof of concept that quality of service can be provided at low complexity.

Again, we believe that networking research should be aimed at handling complexities of communication systems. Our view is that system components should be designed with simplicity in mind. One appealing idea is to let such components organize themselves into a system. It is however not as the self-organizing systems community sees it, that automata with simple rules of operation give unforeseeably rich systems behavior when interconnected. Given the behavior of individual components, it should be possible to predict and control the behavior of the overall system regardless of whether it comprises a few or many components. The design of manageable self-organizing communication systems is consequently a vital area for research.
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